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Abstract

UML (User Mode Linux) 7]¥9F8] DRAGON(Dynamic Resource
Allocation via GMPLS Optical Networks)< tF52] GYJER=Z ZFH % Fo A~
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£ HolHE AEstE s 28l=, e-Science $8& ATAELS 1 AT, A A A9
EAs Ze =314 d9s A S 7 v dRHE A A e foh vES]
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W= Zlolt}, o2l gt "lightpath"& &3 A7AES 1L 9 &&° 538 54
AJN UMELAE 78T 5 IA Hrh

"lightpath" Z=H] A 277 SUEWHA G2 ZauAd Mujxes g
s Aldel Ulightpath'® BH o FPd) Fi Auzd b@ 277t F7489
oA a9 7N i @1 A sef ddE A ZRAES] itk DRAGON
(Dynamic Resource Allocation via GMPLS Optical Networks) X2 AE= % &
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gk lojt}. 77492 DRAGONS] 7@l dis &obral, UMLE 7S shetgirt. o]
o}2] UML 7]%ke] DRAGONS] 4 24 % 52 3748 olra, A% 2 g
E }AHS T

IF JN

F

_|_4

ol

T b
:“:
we -
M
1%
-2
=)

—|~

I
2}
o

2. DRAGON 718

DRAGON=2  Shared Cyberinfrastructure Division (SCI) Experimental
Infrastructure Network (EIN) X213 6 24 NSF (United States National
Science Foundation) oA A|Y& W= 2 A Eo|t), DRAGON X ZAE = v}k
g 7EER olFo UMEHA oA 5A BHowwt AT F e ARE AT
sh7] S1% 710, 7145, 2ela AZES S AWEE 2ot DRAGON Lz
= 4% 83 YUAY gl AT £33 2Y R ATE 2RWY, o
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FHOR F WAE wEe] Fi otk

DRAGON IZZAE= GMPLSE Asts #EA 2952 o]Folxl YEYA
31745 7} g}, Label Switching Routers (LSRs) 98-S &= 34 9 ~9%



FA= HF(packet), HTHlambda), B4 wak A4 (cross connect) T+
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DRAGON®] GMPLS Alo] @& vEQ=e 2H v=9]
HEs AAFEJY.  o]fdeE =EEIE raw [Pvd 2AS 7
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. ZF UML 12=¥lx+= oF 32MBe] WEg & Q8= 3
- s wEs
. Hl22E+= Debian 3.1("sarge"), Ubuntu 6.10("edgy eft"), Redhat Fedora
Core 394 S F. Fuz2, & T4 A& Debiano = G353t
. Linux 2.4 =& 2.6 AYE& 753t Al&=Ho] A4
- 718 87AFS
. VNE(Virtual Network Experiments) A~XE¢9|o] 317]%]. VNE& F7[4 o=
python 2.4, xterm, GNU screens 273
. UML kernel binary.
. DRAGON®] GMPLS Aoig@H AZEYo] 9 7|g} GFEHIEES £gsta 3
+ UML root I}YA| =4,

5.2 47 34 2 44
- g2 AA
- python A%
. Debian/Ubuntu oA+ apt-get install python
- uml-utilities ¥ 7]#] 43|
. Debian/Ubuntu o A= apt—get install uml-utilities
T+ http://user-mode-linux.sourceforge.net/o| A th*=Z=3Fo] A3
- xterm A3
. Debian/Ubuntu oA += apt-get install xterm
- GNU screen A #|
. Debian/Ubuntu oA &= apt—-get install screen
- pre—compiled UML kernel binary 23|
. uml_linux-2.6.20 &2 =
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. Debian-3.1-x86-root_fs.bz2E t=Z=. o] AL Debian 3.1 x86 root
Wd A ~¥|3} dragon-swE L &E L Y5
.Y Y-S /a/uml/debian313} 2 o] AXEa “bzip2 -d"¢F T
dYH & o] &sto] d=alA
- VNE A3
VNE-dragon-snapshot.2007Junl5.tar.gz3} <& ©E=Z=3}e] VNE(Virtual
Network Experiments) Z}o]d 71X & A A].
-1 9] AA
A AEA root I A]2~E¥lY} UML kernel binary®] 91A]E A3
* root I A|2~ElS] $14]: /a/uml/debian31/Debian-3.1-x86-root_fs
* UML kernel binary®] €|%]: /a/uml/debian31/linux
. ~/vnerc $Y4& A, o] }UdE& uml7|¥+e] dragons TEetE=d FQd
B3 ARE ¥3slar i, VNE vl ¥ Fo| = VNEDefaults.cfg 3} <tof
E}U]Ei*‘é_‘ol xEE.

o N

[DEFAULT]

kernel = Ja/uml/debian31/linux

filesystem = /a/uml/debian31/Debian-3.1-x86-root_fs
fstype = cow

xmllint = /ust/bin/xmllint

screen = Jusr/bin/screen

xterm = Jusr/X11R6/bin/xterm

uml_switch = /usr/bin/uml_switch
memorysize = 128

. screen, xterm¥} #& FEHUE S X ARE sty 44 FUdS 4
Alz=El o] W B Ato]=E L dte] "memorysize' el E Q] A

. UML kernel binary=9 A& Ha&5 4A
* “In -s /a/uml/debian31/uml_linux-2.6.20 /a/uml/debian31/linux" <3
« olgfgt AEe HFAE o] &3 ttE UML kernel A& HAEE H -
of M &4 T F UF

. ~/uml HEEZ A
« uml TJHEZE COW(copy-on-write) FdEo] ¢X
e zhzbe]l UML Qx| aEo] tis) B4 E
« uml HEEL = VNEE F-53at7] e vlg] A= lojof g

= Xo=z, COW
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bridged_triangle.xml —
config-4domains.xml —
config—-narb-inter—-uni—csa.xml —
config—narb-intra-p2p-csa.xml —
config—narb-intra—uni—-csa.xml —
config-stress.xml —

config.xml —

example.xml —

test_config.xml —

testconfig.xml —

- VNE9| t183 CLI ZEoA ofgfe} 7H& 7] mado
. config - F&= AR ddE AN ZERE A¥
A =egd e A ArE 239
. start all or start host - UML A 2HAES
. xterm all or xterm host - F&%¥ UML JIZHAES AHEALE0] UE
AEF xtermES A3, UML =€l 2vlt} b xtermo] 23+
. stop all or stop host — UML QI2HA2ES A A
. quit -~ VNE &74& wy
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obelst 2o dAAEL Hn

I8 4o M= oM A8 EZZEA] oAlE oA config.xml 3FL o] EZ 22X +

XS BRojEl A A EE UML 7]HFe] DRAGON A E ¢]o] &= Control plane
A B ¢ Qe Aol Joerz ol T2 PR EEZEA T FAHT

Z3)E Data plane°] €43 %9, visr(Virtual Label Switch Router)E©] A A 2 A o]

& 29 A =l 2 g s o] HAES 5 oA "
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0.0.0.

1 2 10.0.0.5
% GO

[TE:11.200022] \igr][TEN1.2000.1] [TEA1.20002] \AS2 [TE11.200.1.17]
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<?xml version="1.0" encoding="UTF-8"?>
<IDOCTYPE config SYSTEM "dtd—VNEControlCfg.dtd">

<config>

<devices>

<switch name="switch1">

<interface name="eth0" bridge="br0" macaddr="00:00:AA:BB:00:01"/>
<interface name="eth1" bridge="br0" macaddr="00:00:AA:BB:00:02"/>
<interface name="eth2" bridge="br0" macaddr="00:00:AA:BB:00:03"/>
<interface name="eth3" bridge="br0" macaddr="00:00:AA:BB:00:04"/>
</switch>

<host name="es1" dragonconfig="--start ——element="'p2p-csa' ——loopback='10.0.0.2'
——gretunnel=‘grel, 10.0.0.3, 10.0.0.2, 10.40.1.2, 10.40.1.1, 10.40.1.0/30, 11.200.0.21,
123">

<interface name="eth0">

<ipv4 netmask="255.0.0.0" broadcast="10.255.255.255" addr="10.0.0.2"/>
</interface>

</host>

<host name="vlsr1" dragonconfig="--start ——element="vlsr' ——loopback='10.0.0.3'
——gretunnel=grel, 10.0.0.2, 10.0.0.3, 10.40.1.1, 10.40.1.2, 10.40.1.0/30, 11.200.0.22,
123, gre2, 10.0.0.4, 10.0.0.3, 10.40.2.2, 10.40.2.1, 10.40.2.0/30, 11.200.0.1, 123">
<interface name="eth0">

<ipv4 netmask="255.0.0.0" broadcast="10.255.255.255" addr="10.0.0.3"/>
</interface>

</host>

<host name="vIsr2" dragonconfig="--start ——element="vIsr' ——loopback='10.0.0.4'
—=gretunnel='gre3, 10.0.0.5, 10.0.0.4, 10.40.3.2, 10.40.3.1, 10.40.3.0/30, 11.200.0.17,
123, gre2, 10.0.0.3, 10.0.0.4, 10.40.2.1, 10.40.2.2, 10.40.2.0/30, 11.200.0.2, 123">
<interface name="eth0">

<ipv4 netmask="255.0.0.0" broadcast="10.255.255.255" addr="10.0.0.4"/>
</interface>

</host>

I3 5 config.xml 34 (D)



<host name="es2" dragonconfig="--start ——element="'p2p-csa' ——loopback='10.0.0.5'
——gretunnel='gre3, 10.0.0.4, 10.0.0.5, 10.40.3.1, 10.40.3.2, 10.40.3.0/30, 11.200.0.18,
123">

<interface name="eth0">

<ipv4 netmask="255.0.0.0" broadcast="10.255.255.255" addr="10.0.0.5"/>
</interface>

</host>

</devices>

<connections>

<connection>

<device name="switch1" interface="eth0"/>

<device name="es1" interface="eth0"/>

</connection>

<connection>

<device name="switch1" interface="eth1"/>

<device name="vlsr1" interface="eth0"/>

</connection>

<connection>

<device name="switch1" interface="eth2"/>

<device name="vlsr2" interface="eth0"/>

</connection>

<connection>

<device name="switch1" interface="eth3"/>

<device name="es2" interface="eth0"/>

</connection>

</connections>

</config>

1% 6 config.xml L JD
a8 7949 config.xml FLE XML £Z2X wd=z2 g ol VNE 84S
293th, VNE U138 CLI B=oA "start all"S Ad)slo] zhzte] UML ¢l A~El~
5S 153 npx g o R "xterm all"g A dEe] Ztzbe] UML Q1A AE Ao
st = = xtermES Y&l xtermE©] ZHE AHoA "enter'E TEF %, U
2 E Q¥ IDQ "root"® ZE 1913t}



wontaekhong@nete7: ~

File Edit Wiew Terminal Tabs Help
nete7:~/VNE-dragon# ./VNE config.xml

[+]

Important commands: help {(or ¥), shell {(or !) and guit
Type "help' or press <Tab> twice for a complete list of commands.

= start all

Started: esl (ethB), es2 (eth®), switchl (eth®, ethl, eth2, eth3, br@), wlsrl (e
tha), vlsr2 (eth@).

> xterm all

=

‘1 5
a4 7 VNEE 7§35t UML S&2E A|~H
29 8ol 27 11714 % Z47ke] UML 12" 258 Alof ks xtermES A A 8]
HojFar Qv 1§ 8ollA] offo} o] by Ihddt FEt RS T
T AUt

esl% telnet 127.0.0.1 2611

edit Isp test

set source ip—address 10.0.0.2 l1sp-id 1000 destination ip—address
10.0.0.5 tunnel-id 2000

set bandwidth gige swcap 12sc encoding ethernet gpid ethernet

set vtag any

exit

commit Isp test



"commiit Isp test"E F=3 3t LSP7F A & a1, "show Isp test"¢} "show Isp"E o] &
sto] LSPe] JH & el g 4= 9t

d

none id, Yal.
none id, Yalue:

% 8 eslol A LSP

M O O D D DD DD DD D D D D (D

status summary*

nation [IPATunmel IO

a8 9 es291A 2] LSP 4|



% 109014+ visrlel A tepdump® A3 7 YE5 Fol A RSVP Resv H A A
o] dEE HoFy, Wby o2 tepdumpdl A A = 7] 27 A 7] = 80byte©]
B2 RSVP Resv HIXNAE Az A6 feix= A7 A715 =4 287 2
o} a2 HAENAE "tepdump -v —s 5000"9] 3t} EH & AF-&3}e] RSVP Resv

HIAAE A 4 Sl

=4-:|-: [Refrezh reduction l::aF-atllE]_, length: 128
[reject if urknown], Class-Type: 1 (13,
Type: Tunnel IPwd4
IPvd Tunnel EndPoint: 10,0,0,5, Turnel 1D 0, Extended Tunnel I

[Feject if unknown], C ype: IPv4 plus

Tupe: 1 (1), lenath

29 10 visrlellA 783 3gF "RSVP Resv” 3|7 W&

%) 116145 visr2el Al RSVP El®e] 271 Ulg 5 98S nojzth =i
/var/log/RSVPD.log® A ®t}. EXPLICIT_ROUTE®S] W& F visr2 42 TE
27F A= AL, 1P4:11.200.0.2/32--1P4:11.200.1.17/32--1P4:11.200.0.18/32<} 3
o A4 ARE dA "ok 42 UML S12H2AE9Q esl, visrl, visr2, es2olA]

RSVPD.log Y& &eldt = 9o, 7z} =5 A9 EXPLICIT_ROUTE &<
;glo L 2= ohq,



1 w00 Mi1500

a9 11 visr2elA4 ¢ RSVP "H&E =71
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AHl 2 A 2RSS 8%k o] g st UML 7]18Fe] DRAGON- & tjj 9

A= o = 7[242Q 75 HAEEE 73 & A 3 £

A UML7|WFe] DRAGON=S AF&3h=d QoA <Fre] Aleko] wrEt}. Control
plane°] T3 % o] ¢lil, Data plane> TFdEHIL Y+ oy, FFH o2+ Data
planes F3l ZEA|AGE LSPAAIA TF Al2=819] "ping" BE|2E7} o] HA
T A= Folth. 1dg dHS ayettets, A B F AR T A~
elo] o] LSP AA |, visro|l 42l RSVP Resv HAX] % RSVPH A Al
St 211 58 &% 4 AU
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Ao M= ol dAdA  AEE  config.xml"S AU AMEEHE
NEControlCfg.dtd 343 genDragonConfig 3}dS HE3l} "config.xml"

#e EZwA gdoAe] 2t £45 olsisty] 9eiA = genDragonConfig 3t
Aol E3td F4 9 sepuHES v

o2
T
<

VNEControl Configuration File DTD version 0.1

$Id: dtd-VNEControlCfg.dtd,v 1.9 2004/07/01 13:19:00 uml Exp $

Part of "VNE" (Virtual Networking Experiments)

Jeroen van der Ham <jeroen@o0s3.nl>
Gert Jan Verhoog <gjv@0s3.nl>

Analythical Network Project,

Master System and Network Administration,
University of Amsterdam, the Netherlands
<http://www.0s3.nl>

____________________________________ >
<IELEMENT config (defaults?,devices, connections?)>

<IELEMENT defaults (kernel?,filesystem?,hostmount?)>

<IELEMENT kernel EMPTY>

<IELEMENT filesystem EMPTY>

<IELEMENT hostmount EMPTY>

<IELEMENT devices (host|hub|switch |router)*>

<IELEMENT host (kernel?,filesystem?,hostmount?,gateway?,interface*)>
<IELEMENT hub (kernel?,filesystem?,hostmount?,gateway?,interface*)>
<IELEMENT switch (kernel?,filesystem?,hostmount?,gateway?,interface*)>
<IELEMENT router (kernel?,filesystem?,hostmount?,gateway?,interface*)>

<!ELEMENT gateway EMPTY>
<IELEMENT interface  (ipv4?, ipv6?)>
<IELEMENT ipv4 EMPTY>
<IELEMENT ipv6 EMPTY>



<IELEMENT connections (connection*)>
<IELEMENT connection (devicex)>
<IELEMENT device EMPTY>

<IATTLIST kernel  name CDATA #REQUIRED
options CDATA #IMPLIED>

<IATTLIST filesystem name CDATA #REQUIRED
type CDATA #IMPLIED>

<IATTLIST hostmount name CDATA #REQUIRED>
<IATTLIST host name ID  #REQUIRED
dragonconfig COATA #IMPLIED>

<IATTLIST hub name ID  #REQUIRED>
<IATTLIST switch  name ID  #REQUIRED>
<IATTLIST router  name ID  #REQUIRED>
<IATTLIST gateway ipv4 CDATA #IMPLIED
ipv6 CDATA #IMPLIED>

<IATTLIST interface name CDATA #REQUIRED
macaddr CDATA #IMPLIED

bridge CDATA #IMPLIED>

<IATTLIST ipv4 addr CDATA #REQUIRED
netmask CDATA #IMPLIED

broadcast CDATA #IMPLIED>

<IATTLIST ipv6 addr CDATA #REQUIRED>
<IATTLIST device  name IDREF #REQUIRED
interface CDATA #REQUIRED>



m genDragonConfig 3
#!/usr/bin/perl =W

use strict;
use Getopt::Long;

#my $PREFIX = "/usr/local/dragon/etc/";
my $PREFIX = "/var/dragon/";

my $DRAGON_CONF = $PREFIX."dragon.conf";
my $ZEBRA_CONF = $PREFIX."zebra.conf";
my $OSPFD_CONF = $PREFIX."ospfd.conf";

my $OSPFD_INTRA_CONF = $PREFIX."ospfd—=intra.conf";
my $OSPFD_INTER_CONF = $PREFIX."ospfd-inter.conf";

my $RSVPD_CONF = $PREFIX."RSVPD.conf";

my $NARB_CONF = $PREFIX."narb.conf";

my $GRE_CONF = $PREFIX."setup_gre_tunnels.sh";
my $ORAGONPREFIX = "/usr/local/dragon/etc/";

my $NARB_TOPOLOGIES = $DRAGONPREFIX."narb_topologies";

my $element = "visr";
my $narbDomain = "1";
my $switchlp = "0.0.0.0";

my @SAVE_ARGV = @ARGV;

my %opts = (‘element’ => $element,
'narbdomain' => $narbDomain,
'switch—ip' => $switchlp,
);

GetOptions (W%opts,
‘element=s", # string: either visr, narb, p2p—csa or uni-csa
"hostname=s", # host name, e.g. clpk-vlsr
"loopback=s", # loopback address (ospf router-id), e.g. 140.173.2.232
"gretunnel=s", # see format below**
"narb=s", # intra—domain NARB IP address for VLSR's
dragon.conf/RSVPD.conf
"narbdomain=s", # NARB domain IP —— e.g. 140.173.0.0 or 10.0.0.0
"narbintra=s", # intra—domain NARB GRE tunnel (GRE tunnel between
NARB--VLSR)



"narbinter=s", # inter—domain NARB GRE tunnel (GRE tunnel between
NARB--NARB)

"inter—domain—te-link=s", # remote TE address for inter—-domain TE link

"passiveint=s", # passive interface for OSPFD —- for inter—domain TE links
(VLSR--VLSR interdomain)

"switch—ip=s", # IP address for switch that VLSR is controlling (0.0.0.0 for no
switch/simulation)

"copy-hostfs", # if this switch is passed, mount the hostfs and copy the
config files over..

"start", # pass this option to automatically start dragon daemons

);

# »+xGRE tunnel config format:

GRE tunnel name (e.g. grel)

GRE tunnel remote address (public)
GRE tunnel local address (public)
GRE tunnel remote address (private)
GRE tunnel local address (private)
GRE tunnel network (/30)

TE address (local)

VLSR switch port assocation (local)

%gre hash keys:
name = GRE tunnel name (gre1 or higher)
pub_rem = GRE tunnel remote address (public)
pub_loc = GRE tunnel local address (public)
prv_rem = GRE tunnel remote address (private)
prv_loc = GRE tunnel local address (private)
prv_net = GRE tunnel private network
te_addr_local = TE address (local)
switch_port = VLSR switch port assocation (local)
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my @gre_tunnel_config = split(/,Ws+/, $opts{'gretunnel'});
my $num_gre_tunnels = scalar(@gre_tunnel_config) / 8;
my %gre;

for my $gre_num (1..$num_gre_tunnels) {

my $name = shift @gre_tunnel_config;

$are{$name}H 'name'} = $name;

$are{$name}{ 'pub_rem'} = shift @gre_tunnel_config;
$are{$nameH 'pub_loc'} = shift @gre_tunnel_config;



$are{$nameH 'prv_rem'} = shift @gre_tunnel_config;
$are{$nameH 'prv_loc'} = shift @gre_tunnel_config:
$gre{$nameH 'prv_net'} = shift @gre_tunnel_config;
$are{$nameH 'te_addr_local'} = shift @gre_tunnel_config;
$gre{$name }H 'switch_port'} = shift @gre_tunnel_config;

}

#

# open the proper config files, depending on network element type
# (e.g. NARB requires different set of config files than VLSR)
#

if ($opts{'element'} =~ /" (visr|p2p-csa)$/i) {

open DRAGON_CONF, "> $DRAGON_CONF";

open ZEBRA_CONF, "> $ZEBRA_CONF";

open OSPFD_CONF, "> $OSPFD_CONF";

open RSVPD_CONF, "> $RSVPD_CONF";

open GRE_CONF, "> $GRE_CONF";

}

if ($opts{'element'} =~ /“uni-csa$/i) {

open DRAGON_CONF, "> $DRAGON_CONF";

open RSVPD_CONF, "> $RSVPD_CONF";

open GRE_CONF, "> $GRE_CONF";

}

if ($opts{'element'} =~ /"narb$/i) {

open ZEBRA_CONF, "> $ZEBRA_CONF";

open OSPFD_CONF, "> $OSPFD_INTRA_CONF";
open OSPFD_INTER_CONF, "> $OSPFD_INTER_CONF";
open NARB_CONF, "> SNARB_CONF";

open GRE_CONF, "> $GRE_CONF";

}

#

# standard beginnings for these files...

#

print ZEBRA_CONF <<END if ($opts{'element'} =~ /*(vIsr|p2p-csalnarb)$/i):
hostname $opts{'hostname'}

password dragon

enable password dragon

END

print DRAGON_CONF <<END if ($opts{'element'} =~ /"~(viIsr|p2p—-csaluni-csa)$/i);



hostname $opts{'hostname'}
password dragon
END

print OSPFD_CONF <<END if ($opts{'element'} =~ /"(vIsr|p2p-csalnarb)$/i);
hostname $opts{'hostname'}

password dragon

enable password dragon

log stdout

log file /var/log/ospfd.log

END

print OSPFD_INTER_CONF <<END if ($opts{'element'} =~ /"narb$/i and
defined($opts{'narbinter'}));

hostname $opts{'hostname'}

password dragon

enable password dragon

log stdout

log file /var/log/ospfd—inter.log

END

print RSVPD_CONF "api 4000Wn" if ($opts{'element'} =~ /"~(viIsr|p2p—csaluni-csa)$/i);

print NARB_CONF <<END if ($opts{'element'} =~ /"narb$/i);
domain—-id { ip $opts{'narbdomain'} }

cli { host $opts{'hostname'} password dragon }

END

print GRE_CONF <<END if ($opts{'element'} =~ /"~(viIsr|p2p—-csal|uni-csa|narb)$/i);
#1/bin/sh

/sbin/modprobe ip_gre

END

#

# required for proper operation when running under UML...
# i think the daemons had problems bind()'ing without this...
#

system("ifconfig lo inet 127.0.0.1");



#

# set hostname for UML...(cosmetic)

#

if (defined($opts{'loopback'})) {

system("echo $opts{'hostname'} > /etc/hostname");
system("hostname ——file /etc/hostname");

}

#

# configure the system's GRE tunnels on the fly...

# setup ospfd.conf and RSVPD.conf interface configurations...

#

foreach my $name ( sort keys %gre ) {

print GRE_CONF <<END;

ip tunnel del $gre{$name}{'name'}

ip tunnel add $gre{$name}{ 'name'} mode gre remote $gre{$name}{ 'pub_rem'} local
$gre{$nameH{'pub_loc'} ttl 255

ip link set $gre{$name}{'name'} up

ip addr add $gre{$name}{'prv_loc'}/30 dev $gre{$name}{'name'}
ip route add $gre{SnameH 'prv_rem'}/32 dev $gre{$name}{'name'}

END

if (defined($opts{'narbinter'}) and $opts{'narbinter'} =~ /$name/i) {
print OSPFD_INTER_CONF <<END if ($opts{'element'} =~ /“narb$/i);
interface $gre{$name}{'name'}
description GRE tunnel $gre{$name}{'name'}
ip ospf network point-to—point
END
}else {
print OSPFD_CONF <<END if ($opts{'element'} =~ /~(vIsr|p2p—csalnarb)$/i);
interface $gre{$name}{'name'}
description GRE tunnel $gre{$name}{'name'}
ip ospf network point-to—point
END
}

# skip RSVPD configuration on VLSR for VLSR--NARB GRE tunnel:
next if $name eq $opts{'narbintra'};

# normal VLSR and end-system (in peer mode) operation



print RSVPD_CONF "interface $name tc none mplsWn"
if ($opts{'element'} =~ /"~(visr|p2p—-csa)$/i and $gre{$name}{ 'te_addr_local'} ne
"0.0.0.0");

# if this is a VLSR, a local TE address of 0.0.0.0 signals that this GRE is used for
servicing a UNI client
print RSVPD_CONF "interface $name tc none mpls p/1Wn"

if ($opts{'element'} =~ /*vIsr$/i and $gre{$name}{'te_addr_local'} eq "0.0.0.0");

# if this is a UNI-mode end system, assume we are connected to VLSR port 1
print RSVPD_CONF "interface $name tc none mpls p/1¥n"
if ($opts{'element'} =~ /"“uni-csa$/i);

print OSPFD_CONF <<END if ($opts{'element'} =~ /*(vIsr|p2p-csalnarb)$/i);
router ospf

ospf router-id $opts{'loopback'}

END

print OSPFD_INTER_CONF <<END if ($opts{'element'} =~ /“narb$/i and
defined($opts{'narbinter'}));

router ospf

ospf router-id $opts{'loopback'}

END

#
# inter—domain GRE tunnels between 2 VLSRs need to be put into passive mode
# (we have to represent the TE link, but we don't want to flood LSAs across this interface)
#
if (defined($opts{'passiveint'})) {
foreach my $passive_int ( split(/[, 1/, $opts{'passiveint'}) ) {
print OSPFD_CONF <<END if ($opts{'element'} =~ /"~(visr|p2p—-csalnarb)$/i);
passive—interface $passive_int
END

foreach my $name ( sort keys %gre ) {
if (defined($opts{'narbinter'}) and $opts{'narbinter'} =~ /$name/i) {

print OSPFD_INTER_CONF " network $gre{$name}{ 'prv_net'} area 0.0.0.1Wn" if
($opts{'element'} =~ /"narb$/i);



}else {
print OSPFD_CONF " network $gre{$name}{'prv_net'} area 0.0.0.0Wn" if
($opts{'element'} =~ /~(visr|p2p-csalnarb)$/i);

print OSPFD_CONF " ospf-te router—address $opts{'loopback'}Wn" if ($opts{'element'}
=~ /"vlsr|p2p-csalnarb)$/i);

#
# eventually we may want to use switch—ip 127.0.0.1 and talk to a 'fake' switch
# (implemented by a perl script) that is called via NET-SNMP's snmpd.
#
if ($opts{"element"} =~ /"visr$/i) {
foreach my $name ( sort keys %gre ) {
#
# this section is not necessary for the GRE tunnel between the NARB and a
VLSR.
# the 'narbintra’ option is used to specify this GRE tunnel, so it knows whether
# or not this section can be skipped. we want to bring up an OSPF adjacency
# between the intra-domain NARB ospfd and the VLSR's ospfd, but the NARB should
# not advertise any TE links to the VLSR...
#
print OSPFD_CONF <<END if ($opts{'element'} =~ /"(visr|p2p-csalnarb)$/i and
$name !~ $opts{'narbintra'});
ospf-te interface $gre{$name}{'name'}
level gmpls
data—interface ip $gre{$name}{'te_addr_local'} protocol snmp switch-ip 0.0.0.0
switch—-port 123
! data—interface ip $gre{$name}{'te_addr_local'} protocol snmp switch—ip
$opts{"switch-ip"} switch—-port $gre{$name}H{ 'switch_port'}
swcap 12sc encoding ethernet
! 1Gbps = 125000000 bytes/sec
max—bw 125000000
max-rsv—bw 125000000
max-Isp—bw 0 125000000
max—Isp—bw 1 125000000
max-Isp—bw 2 125000000
max-Isp—bw 3 125000000
max—Isp—bw 4 125000000
max-Isp—bw 5 125000000



max—Isp—bw 6 125000000

max-Isp—bw 7 125000000

vlan 100 to 200

metric 10

exit

END

}

} elsif ($opts{"element"} =~ /“p2p-csa$/i) {

foreach my $name ( sort keys %gre ) {

# the configuration for an end system in peer mode is relatively straightforward...
print OSPFD_CONF <<END if ($opts{'element'} =~ /"~(visr|p2p—-csalnarb)$/i);

ospf-te interface $gre{$name}{'name'}

level gmpls

data—interface ip $gre{$name}{'te_addr_local'}

swcap 12sc encoding ethernet

! 1Gbps = 125000000 bytes/sec

max—bw 125000000

max-rsv—bw 125000000

max—Isp—bw 0 125000000

max-Isp—bw 1 125000000

max-Isp—bw 2 125000000

max—Isp—bw 3 125000000

max-Isp—bw 4 125000000

max-Isp—bw 5 125000000

max—Isp—bw 6 125000000

max-Isp—bw 7 125000000

metric 10

exit

END

print RSVPD_CONF "narb $opts{'narb'} 2609%n"
if ($opts{'element'} =~ /"vIsr$/i and defined($opts{'narb'}));

#

# some example local IDs for testing...

#

print DRAGON_CONF <<END if ($opts{'element'} =~ /"vIsr$/i and
defined($opts{'narb'}));

set local-id port 1



set local-id port 9

set local-id group 1000 add 1

set local-id group 1000 add 9

set local-id group 1001 add 2

set local-id group 1001 add 10

set local-id tagged-group 101 add 1
set local-id tagged—group 101 add 9
set local-id tagged—group 102 add 2
set local-id tagged—group 102 add 10
END

#

# configure UNI client as local-id port 1 (p/1 also hardcoded in RSVPD.conf above)
#

print DRAGON_CONF <<END if ($opts{'element'} =~ /“uni-csa$/i);

set local-id port 1

END

#

# configure intra—domain NARB if this is a VLSR or an end system in peer mode
# (so that the dragon daemon can contact the NARB to request an ERO)

#

print DRAGON_CONF <<END if ($opts{'element'} =~ /~(visr|p2p-csa)$/i and
defined($opts{'narb'}));

configure narb intra—domain ip—address $opts{'narb'} port 2609

END

#

# configure NARB linkage to intra—domain OSPFD API

#

print NARB_CONF <<END if ($opts{'element'} =~ /"narb$/i and
defined($opts{'narbintra'}));

intra—domain—-ospfd { address localhost port 2617 originate-interface
$are{$opts{'narbintra'} {'prv_loc'} area 0.0.0.0 }

END

#

# configure NARB linkage to inter—-domain OSPFD API

#

if (defined($opts{'narbinter'}) and $opts{'element'} =~ /“narb$/i) {
# doesn't look like we need multiple inter—-domain-ospfd stanzas



# foreach my $narbinter ( split(/[, 1/, $opts{'narbinter'}) ) { }

my @narbinter = split(/[, 1/, $opts{'narbinter'});

print NARB_CONF <<END;

inter—domain—-ospfd { address localhost port 2607 originate-interface
$gre{$narbinter[0]}H'prv_loc'} area 0.0.0.1 }

END

}

# import NARB topology from $NARB_TOPOLOGIES directory, based on hostname.
# eventually we will have a better way to automatically generate this...
if ($opts{'hostname'} =~
/~(red—narb|blue—narb|yellow-narb|green-narb|narb1|narb2)$/ and
$opts{'element'} =~ /"narb$/i and defined($opts{'narbinter'})) {
open |, "$NARB_TOPOLOGIES/$opts{'hostname'}.narbtopo.conf";
while(<1>) {

print NARB_CONF;
}
close [

}

# need one of these statements for each inter—-domain TE link.

# associate each inter—domain link with a peering NARB.

if (defined($opts{'narbinter'}) and $opts{'element'} =~ /"narb$/i) {
my @inter_domain_te_links = split(/[, ]/, $opts{'inter-domain-te-link'});
my $z = 0;

foreach my $narbinter ( split(/[, 1/, $opts{'narbinter'}) ) {

print NARB_CONF <<END;

inter-domain-te-link { id $inter_domain_te_links[$z] narb-peer
$gre{$narbinter}{ 'prv_rem'} port 2609 }

END

$z++;

}

}

# close files

if ($opts{'element'} =~ /" (visr|p2p-csa)$/i) {
close DRAGON_CONF;

close ZEBRA_CONF;

close OSPFD_CONF;

close RSVPD_CONF;

close GRE_CONF;



}

if ($opts{'element'} =~ /“uni-csa$/i) {
close DRAGON_CONF;

close RSVPD_CONF;

close GRE_CONF;

}

if ($opts{'element'} =~ /"narb$/i) {
close ZEBRA_CONF;

close OSPFD_CONF;

close OSPFD_INTER_CONF;

close NARB_CONF;

close GRE_CONF;

}

#

# set $GRE_CONF to be executable

#

system("/bin/chmod +x $GRE_CONF");

#
# if the ——copy—hostfs option was passed, copy the generated configs to the host
filesystem
#
if ($opts{'copy-hostfs'}) {
system("mount none /mnt —t hostfs —o /a/uml/hostfs");
mkdir "/mnt/$opts{'hostname'}" if (I-d "/mnt/$opts{'hostname'}");
system("/bin/cp $DRAGON_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $ZEBRA_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $OSPFD_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $OSPFD_INTRA_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $OSPFD_INTER_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $NARB_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $RSVPD_CONF /mnt/$opts{'hostname'}/");
system("/bin/cp $GRE_CONF /mnt/$opts{'hostname'}/");
open Z, "> /mnt/$opts{'hostname'}/genDragonConfig.sh";
print Z "#!/bin/shWn/usr/local/dragon/bin/genDragonConfig.pl ";
foreach my $val ( sort keys %opts) {

print Z "--$val=W"Sopts{$val w" ";
}
print Z "Wn";
close Z;



system("umount /mnt");

}

#

# start the network element's daemons in the proper mode

# (if ——start was passed)

#

if ($opts{'start'}) {

#

# setup GRE tunnels

#

system( $GRE_CONF );

#

# start the proper set of daemons

#

if ($opts{'element'} =~ /~(vIsr|p2p-csa)$/i) {
system("/usr/local/dragon/bin/dragon.sh start-visr");

}

if ($opts{'element'} =~ /“uni-csa$/i) {
system("/usr/local/dragon/bin/dragon.sh start-uni");

}

if ($opts{'element'} =~ /"narb$/i) {
system("/usr/local/dragon/bin/dragon.sh start-narb");



